
Supplementary Material for:

Methods for Comparing Durability of Immune Responses

Between Vaccine Regimens in Early-Phase Trials

HVTN 094 and HVTN 096 schemas and details of the data analyses

Figure 1 shows the vaccination schedule in HVTN 094.1 The two vaccine regimens (T2 and T3) in HVTN

094 consisted of two injections of the GEO-D03 DNA vaccine, which co-encodes noninfectious clade B HIV-

1 virus-like particles (VLPs) and granulocyte-macrophage colony-stimulating factor2, followed by two or

three injections of the MVA62B vaccine, a modified vaccinia Ankara vector that also expresses noninfectious

HIV-1 clade B VLPs.3 We compare treatment group T2 to group T3 to assess whether the extra dose of

MVA/HIV62B in T2 had a significant effect on durability.

Figure 2 shows the vaccination schedule in HVTN 096.4 The four vaccine regimens in HVTN 096 consisted

of combinations of the DNA-HIV-PT123 vaccine, which encodes HIV-1 clade C Gag, gp140, and Pol-Nef, the

NYVAC (New York Vaccinia Virus) vaccine, a vaccinia vector expressing clade C Gag, gp140, and Pol-Nef,

and the AIDSVAX R© vaccine, encoding recombinant clade B and clade E gp120 glycoproteins. We compare

T1 vs. T2 and T3 vs. T4 to assess the effect of the two additional AIDSVAX doses as months 0 and 1, and

we compare T1 vs. T3 and T2 vs. T4 to assess the effect of the two NYVAC doses at months 0 and 1 relative

to the effect of the plasmid DNA vaccine at these same visits.

Between the trials we compare HVTN 094 T2 to HVTN 096 T3 and T4. Each regimen was DNA-primed;

however the boost differed: in HVTN 094 the boost was MVA, while for HVTN 096 the boost was NYVAC

(T3) and AIDSVAX (T4). Although HVTN 094 was conducted in the United States and HVTN 096 was

conducted in Switzerland, the participant eligibility criteria for the two trials were very similar. Moreover,

both studies were conducted by the HIV Vaccine Trials Network (HVTN) and thus the specimen collection

and laboratory methods were standardized,5 enabling meaningful cross-protocol comparisons (for example,

those in Li et al,6 Huang et al,7 and Jin et al8).

In HVTN 094 scientific interest centers on overall IgG and specific antibody subclass (IgG1 and IgG3)

responses to “consensus” envelope glycoprotein gp120 and gp140 antigens (Con 6 gp120/B and Con S gp140)

and to gp41. Con 6 gp120/B did not have sufficient responses for the IgG1 and IgG3 subclasses, so only the
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overall IgG responses are analyzed for this antigen. In HVTN 096 the focus is on overall IgG responses to

antigens matched to the vaccine (i.e. antigens represented in the vaccine construct), A244 gp120, AE.A244

V1V2, MN gp120, and ZM96 gp140; to the consensus antigens Con 6 gp120/B and Con S gp140; and to

gp41. The geometric mean response to the vaccine-matched antigens is also of interest.

Recall that we analyze the cohort of participants who received all vaccinations. This criteria excluded

three out of 28 participants from analysis in HVTN 094, and fourteen out of 80 from HVTN 096. Recall also

that in analyzing responses to a specific antigen, we only include participants who had a positive response

to the antigen at the presumed peak response. For this reason, in HVTN 094 we excluded two participants

from the analysis of gp41 responses and ten participants from the analysis of Con S gp140 CFI responses,

and in HVTN 096 we excluded eight participants from analyses of gp41 responses and two participants from

analyses of ZM96 gp140 responses. Figures 4 and 5 in the supplementary material show spaghetti plots of

the individual participants’ immune responses in HVTN 094 and HVTN 096, respectively.

Figure 1: Vaccination schedule for each arm of HVTN 094.
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Figure 2: Vaccination schedule for each arm of HVTN 096.
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GEE estimation procedure for the nonlinear marginal mean model

Recall that our marginal mean model is

µ(t; γ) = exp (γ0 + γ1t
γ2) , (1)

where γ1 < 0 and γ2 > 0.

Consider the estimating equation GN (γ;O1:N ) =
∑N
i=1G(γ;Oi) where

G(γ;Oi) = (Dγµ(Ti; γ))
T
V̂ −1
i (Yi − µ(Ti; γ). (2)

Here Dγµ(t; γ) is the gradient of µ with respect to γ and V̂i is a working covariance estimate of Yi.

The GEE estimator corresponding to this estimating equation is γ̂N solving GN (γ̂N ;O1:N ) = 0. The

population estimating equation EP0
[G(γ;O)] has a root at γ = γ0 and hence by the asymptotic theory for

estimating equations there is with probability one a consistent sequence of roots.

GEEs are often solved using the Newton-Raphson root solving algorithm, which uses both the estimating

equation and the inverse of its Jacobian matrix. However, due to the nonlinearity of the mean model, the

finite-sample estimating equation is not guaranteed to have a single root, and hence it is possible for a Newton-

Raphson algorithm to converge to a nonsensical solution. To protect against convergence of the algorithm to

such solutions we introduce constraints. Let T̄1, . . . , T̄K be the mean follow-up times for visits V = 1, . . . ,K

and let `k = log mini Yik be the minimum log observed outcome for each visit and uk = log maxi Yik be the

maximum. Then if the model fits the data it is natural to expect that `k ≤ logµ(T̄k; γ̂N ) ≤ uk for each k: the

predicted mean for each visit should be between the minimum and maximum outcome values for the visit.

We may be able to guide the optimization procedure to the correct solution by enforcing these constraints.

As given these are a set of nonlinear constraints on the parameters, and enforcing them exactly would

require specialized constrained optimization methods that don’t always work well. However, we can relax

the constraints slightly to form a set of linear constraints of the form Aη ≥ c, where η = (γ0, log(−γ1), γ2).

Optimization with such linear constraints can be performed using the constrOptim function in R.

For the first visit, T̄1 = 0 so we get `1 ≤ γ0 ≤ u1. This is a box constraint on γ0. For k > 1 we can use

this first constraint to produce the following bound (recall that γ1 < 0):

u1 − `k ≥ γ0 − `k ≥ −γ1T̄ γ2k ≥ γ0 − uk ≥ `1 − uk (3)

log(u1 − `k) ≥ log(−γ1) + γ2 log T̄k ≥ log(`1 − uk) (4)
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Figure 3: Example of parameter constraints on η1 and η2 for a single simulated dataset of size n = 10.

as long as u1 > `k and `1 > uk. If either u1 ≤ `k or `1 ≤ uk then we simply don’t use that constraint. This

is a linear constraint on (η1, η2) = (log(−γ1), γ2). We can add an additional constraint to enforce γ2 ≥ 0.

Our full set of constraints is then Aη ≥ c where

AT =


1 −1 0 · · · 0 0 · · · 0 0

0 0 1 · · · 1 −1 · · · −1 0

0 0 log T̄2 · · · log T̄K − log T̄2 · · · − log T̄K 1

 (5)

cT =

(
`1 −u1 log(`1 − u2) · · · log(`1 − uK) − log(u1 − `2) · · · − log(u1 − `K)

)
. (6)

(Elements are excluded if they don’t produce a valid bound in c).

Figure 3 shows an example of the linear constraints on η1 and η2 for a simulated dataset of size n = 10.

Each of the three pairs of parallel diagonal lines corresponds to a single k, and the region above all three lower

lines, below all three upper lines, and to the right of the lower bound on η2 forms the set of valid solutions.

(Note that this is actually a bounded region since two of the lines eventually converge as η2 and −η1 grow.)

The starting value for the optimization, constrained optimization solution (with empirical correlation and

variance models), and true simulation value all lie in the valid set. The solution obtained by unconstrained

BFGS minimization with empirical correlation and variance models does not lie in the valid set (and also

has a larger criterion function value than the constrained solution).
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Estimation under MAR

As noted in the main text, if the missing completely at random (MCAR) assumption does not hold, the four

estimators we defined are not consistent for the causal per-protocol estimand. Here we briefly discuss how

the four estimators can be made consistent if the missingness is random ignorable conditional on a set of

observed baseline covariates Wi (MAR).

The individually interpolated AUC could be extended to accommodate MAR by weighting participants

according to the reciprocal of an estimated probability that the participant received all vaccinations per-

protocol and did not have any missing post-presumed-peak observations given Wi. Similarly, the interpolated

population AUC could be adapted by weighting each summand in the estimator of the mean at the kth time

point according to the inverse of an estimated probability that the summand is included in the sum. The

resulting estimates of the time-point specific means would still be combined with the trapezoid rule. Due

to the small sample sizes typical in our setting, the probabilities of inclusion given Wi would typically be

estimated using a parametric model such as logistic regression. Furthermore, for the sake of parsimony

we would likely assume that missing visits j and k are independent given Wi and that the probability of

missing any two visits given Wi have the same functional form. The linear and nonlinear marginal mean

models are both fit with GEE, and hence could similarly be made consistent under MAR by incorporating

estimated inverse probability weights in to the estimating equations. Alternatively, Robins, Rotnitzky and

Zhao9 discuss doubly-robust estimation of mean model parameters in the context of longitudinal data. We

leave additional considerations along these lines for future work.
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Simulation results under model mis-specification

We performed a simulation study to assess the performance of the four estimators under simulation from the

linear model. The setup of this study was identical to that described in the main text, except that the linear

model was used as the true marginal mean model rather than the nonlinear model. The true parameter β0

of the linear mean model used for simulation was obtained by estimating the linear mean model for each

given vaccine regimen and antigen-by-isotype combination.

As discussed in the main text, the overall conclusion of this simulation study is that, under model mis-

specification, the estimator based on the nonlinear model generally retains valid inferential properties, but

can suffer from a serious loss of power compared to use of the other three estimators. This is because

the nonlinear mean model requires estimating an additional parameter, which adds to the variance in the

estimator. Unsurprisingly, the estimator based on the linear model performs best under simulation from

the linear model. Additionally, we conclude that the interpolation-based estimators perform substantially

better under simulation from the linear model than under simulation from the nonlinear model. This is

unsurprising, since these methods employ a linear interpolation between time points, and thus would be

expected to perform well if the truth is the linear model.

Figure 4 (top panel) shows the absolute bias of the estimators for ∆AUC/Tmax under the null and

alternative hypotheses. Each point in the figure shows the results for a given simulation setting, i.e. a different

pair of vaccine regimens and antigen-by-isotype combination. Under the null hypothesis all estimators

have low bias, though the estimator based on the nonlinear model has relatively larger bias than the other

estimators. Under the alternative hypothesis, both the nonlinear model and the interpolation-based methods

present significant bias.

Figure 4 (bottom panel) shows the coverage of 95% quantile bootstrap confidence intervals for the dif-

ference in AUC using the four estimators. Bootstrap intervals using the estimator based on the correctly-

specified linear model attains close-to-nominal, though slightly anti-conservative, coverage under both the

null and alternative hypotheses. Bootstrap intervals using the estimator based on the nonlinear model are

generally conservative due to the extra degree of freedom, and hence greater variability, of the estimator.

The interpolation-based methods have slightly anti-conservative intervals under the null hypothesis, and in

some cases more severely anti-conservative intervals under the alternative hypothesis.

Figure 5 (top panel) shows the size of the permutation test using the four estimators. As in the simulation

study in the main text, the permutation test has valid size for each of the four estimators

Figure 5 (bottom panel) shows the power of the permutation test using the four estimators. Overall, the

linear model has the largest power of the four estimators because it is correctly specified. The nonlinear
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model has very low power for all settings. This is because it is mis-specified and requires fitting an extra

parameter, which adds substantial noise to the estimator. These results highlight the need for caution when

adding even a single additional parameter to a model in the context of small data sets: unless the more

flexible model clearly fits substantially better than a simpler model, in many cases it may not be worth the

cost in power.

8



Figure 4: Top: Absolute bias of the four estimators of ∆AUC/Tmax. Bottom: Coverage of 95% bootstrap
CIs for the true ∆AUC/Tmax using the linear and nonlinear models. The different points correspond to
different simulation settings, all of which were drawn from the HVTN 094 and 096 data. The left panels
are under the null hypothesis (the true difference is zero) and the right panels are under various alternative
hypotheses (non-zero differences). The red solid lines are the average absolute biases over the simulation
settings. The black dashed line is the nominal 95% coverage and the blue dotted lines represent Monte Carlo
error.
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Figure 5: Top panel: Size of the permutation test for the four methods. Bottom panel: Power of the
permutation test for the four methods. In both panels, the different points correspond to different simulation
settings, all of which were drawn from the real data. Each point is the proportion of permutation test p-
values less than 0.05 out of 1000 simulations. In the top panel, the black dashed line is the nominal 0.05
level and the blue dotted lines represent Monte Carlo error. The red solid lines are the average sizes and
powers over the simulation settings.
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Table 1: Estimates and confidence intervals for AUC/Tmax in HVTN 094.

Isotype Antigen Regimen AUC/Tmax 95% CI

IgG

Con 6 gp120/B T2 2.51 [ 2.11 , 2.95 ]
Con 6 gp120/B T3 1.65 [ 0.931, 2.31 ]

Con S gp140 T2 3.94 [ 3.73, 4.14 ]
Con S gp140 T3 3.56 [ 3.27, 3.77 ]

gp41 T2 4.20 [ 4.07, 4.32 ]
gp41 T3 3.95 [ 3.69, 4.18 ]

IgG1

Con S gp140 T2 2.35 [ 1.93, 2.73 ]
Con S gp140 T3 1.89 [ 1.61, 2.17 ]

gp41 T2 3.01 [ 2.63, 3.36 ]
gp41 T3 2.73 [ 2.32, 3.11 ]

IgG3

Con S gp140 T2 2.50 [ 2.07, 2.89 ]
Con S gp140 T3 2.04 [ 1.70, 2.44 ]

gp41 T2 2.80 [ 2.22, 3.33 ]
gp41 T3 2.48 [ 2.13, 2.83 ]

Spaghetti plots of HVTN 094 and HVTN 096 immune response

data

Figures 6 and 7 show spaghetti plots of the individual participants’ log10 immune responses at their observed

visit times in HVTN 094 and HVTN 096.

Model fits to HVTN 094 immune response data

Figure 8 shows the fits of the linear and nonlinear marginal mean models to the HVTN 094 antibody response

data. Figure 9 overlays the nonlinear model estimates and empirical log10 antibody responses for HVTN

094 T2, HVTN 096 T3, and HVTN 096 T4 for the three antigens compared between HVTN 094 and HVTN

096.

Estimates and confidence intervals of AUC/Tmax in HVTN 094 and

HVTN 096

Table 1 presents estimates and 95% CIs for AUC/Tmax in HVTN094. Figure 10 presents these same results

graphically. Table 2 and Figure 11 present these results for HVTN 096. AUC/Tmax is estimated using the

nonlinear model and CIs are obtained using the nonparametric bootstrap (both described in the main text).
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Figure 6: Post-peak immune response data from HVTN 094. Each panel is a particular antigen and Im-
munoglobin G (IgG) isotype by treatment regimen combination. The points are the log10 immune responses
at the observed follow-up time for each participant. The solid lines are linear interpolations between consec-
utive visits.
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Figure 7: Post-peak immune response data from HVTN 096. Each panel is a particular antigen by treatment
regimen combination. The points are the log10 immune responses at the observed follow-up time for each
participant. The solid lines are linear interpolations between consecutive visits.
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Figure 8: Post-peak visit data and fitted parametric models in the HVTN 094 data. Each panel is a particular
antigen and Immunoglobin G (IgG) isotype by treatment regimen combination. The points are the empirical
mean immune responses at the mean follow-up time for each visit and the error bars are 95% t-test confidence
intervals for the mean, based on the same cohort of participants as the estimated models. The solid red line
is the fitted linear model and the dashed green line is the fitted nonlinear model.
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Figure 9: Nonlinear model estimates and empirical mean log10 antibody responses for the cross-protocol
comparisons discussed in the main text.

Figure 10: Estimates and 95% CIs for AUC/Tmax in HVTN 094.
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Figure 11: Estimates and 95% CIs for AUC/Tmax in HVTN 096.
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Table 2: Estimates and confidence intervals for AUC/Tmax in HVTN 096 (all responses are for IgG).

Antigen Regimen AUC/Tmax 95% CI

Mean VMA

T1 2.08 [ 1.72, 2.39 ]
T2 2.16 [ 1.82, 2.47 ]
T3 2.34 [ 2.00, 2.63 ]
T4 2.56 [ 2.26, 2.81 ]

A244 gp120

T1 2.01 [ 1.59, 2.37 ]
T2 1.98 [ 1.54, 2.37 ]
T3 2.10 [ 1.63, 2.48 ]
T4 2.48 [ 2.18, 2.78 ]

AE.A244 V1V2

T1 2.37 [ 1.94, 2.7 ]
T2 2.78 [ 2.52, 3.07 ]
T3 2.78 [ 2.47, 3.05 ]
T4 2.86 [ 2.48, 3.2 ]

MN gp120

T1 2.06 [ 1.64, 2.43 ]
T2 2.01 [ 1.53, 2.42 ]
T3 2.41 [ 1.85, 2.8 ]
T4 2.42 [ 1.92, 2.77 ]

ZM96 gp140

T1 1.91 [ 1.51, 2.23 ]
T2 1.86 [ 1.41, 2.22 ]
T3 2.05 [ 1.53, 2.49 ]
T4 2.34 [ 2.07, 2.62 ]

Con 6 gp120/B

T1 2.58 [ 2.26, 2.88 ]
T2 2.53 [ 2.15, 2.79 ]
T3 3.07 [ 2.92, 3.19 ]
T4 2.79 [ 2.4, 3.11 ]

Con S gp140

T1 2.9 [ 2.71, 3.07 ]
T2 2.64 [ 2.12, 3.04 ]
T3 3.31 [ 3.09, 3.51 ]
T4 2.94 [ 2.56, 3.26 ]

gp41

T1 2.65 [ 2.09, 3.05 ]
T2 2.67 [ 2.22, 3.06 ]
T3 3.29 [ 2.93, 3.64 ]
T4 2.91 [ 2.72, 3.07 ]
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